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Abstract

Erdés problem 852 asks for the growth of h(x), the longest run of pairwise-distinct con-
secutive prime gaps d,,,...,d,+n—1 With n < z, and in particular whether h(z) = o(logx).
Its discussion thread conjectures h(z) ~ cplogx and rests the conjecture on two constants
produced with a language model and posted as bare decimals: ¢y = 1.32322827686395 . . ., the
positive root of a rate function Ip(c) = 1, and C, = 0.0752403861777 ..., an Euler product
over the odd primes. We replace both by certified interval enclosures. The root is enclosed to
61 decimal places, with uniqueness proved; the product is enclosed to width 3.2 x 10716 over
1,857,858 odd primes with the infinite tail bounded by an elementary integral. The posted
¢ is a correct rounding to 14 places, though not a truncation. The posted C, is refuted from
its 12th decimal place by a single exact integer inequality over the odd primes to 400,000,
re-proved by a stdlib verifier and by the Lean 4 kernel. The mechanism is identified and
measured: a naive IEEE-754 double product reproduces the posted decimal to every place,
because the factor 1+ (p — 1)~2 rounds to exactly 1.0 for p — 1 > 208,064 and 87.5% of
the factors vanish, so that no loop bound changes the result; a forward loglp sum absorbs
its small terms the same way and also lands outside the enclosure. The exact record data
of the problem, in the OEIS since 2002 (A053597, A078515, A079007, A079889), had never
been compared with the conjecture. An exhaustive integer scan to 5 x 10! reproduces every
published term and extends the record to a run of 31 gaps, re-proved independently. Under
the reading the statement gives,  bounding the index n, the ratio h(x)/logx lies between
1.22 and 1.41 over 8 decades and the certified ¢ lies inside 12 of 22 plateau bands; under the
alternative reading, = bounding the prime, it lies between 0.98 and 1.14. Nothing asymp-
totic is claimed. The contribution is the decision grammar — a verdict with its witness, and
refusal as a result — and a public record that re-decides itself at every build.

*Independent researcher. Contact: carlos@carlostoledo.co. This work was produced with substantial AT assis-
tance in a certified-verification setting: constructions and exposition were proposed with the help of large language
models, and every quantitative claim is decided by outward-rounded interval arithmetic or exact rational arith-
metic, with adversarial controls that must fire for the certificate to be accepted. The certificates, not the models,
are the evidence, and they are public and re-runnable. Machine-derived and not peer-reviewed.



1 Introduction

Let p,, be the nth prime and d,, = pp+1—pn. As published on the problem page [1], Erdés problem
852 reads: let h(z) be maximal such that for some n < x the numbers dp, dpi1, - - dpyh(z)—1
are all distinct; estimate h(x); in particular, is h(z) > (logx)¢ for some constant ¢ > 0, and is
h(z) = o(log x)? The page keys the source as Erdds’s 1985 paper [Er85c| [2], records that Brun’s
sieve gives h(x) — oo, and states that the problem cannot be resolved with a finite computation.
Nothing in this paper contradicts that last statement.

The thread. The problem’s discussion thread [3] holds, as of the snapshot pinned on 25 August
2026, 7 comments. Three of them carry quantitative claims obtained with language models,
which we quote as recorded there and do not re-derive: a lower bound h(z) > (logz)'/3 by a
Selberg-sieve count of blocks with a repeated gap; an unconditional upper bound h(z) < 20-41+¢
from a second-moment estimate for prime gaps, and a conditional h(x) < 2926+0(1). and, on
24 April 2026, a conjectured asymptotic. In the iid geometric-gap model the probability that
H = cL consecutive gaps are distinct decays like exp(—L Iy(c)) with

e —1

Iy(c) = c+ clog 5%

+ s Lix (1 — €*), (1)

so the longest run among z candidate starts should be ¢y logx with Iy(cp) = 1; the thread gives
co = 1.32322827686395 . .. and the conjecture h(z) ~ 1.323231logx. Passing from the model to
the primes adds a singular-series term J(c) = Cyc? + O(c3) with

C, = ;(p];[g (1 + (p_11)3> - 1) — 0.0752403861777 .. ., 2)

and the thread’s conditional argument against h(z) = o(log z) rests on (5 +Ci)c? < 1 for small c.
Both decimals were posted without an error bound and without the computation that produced
them.

The data. The exact record data of this problem have been in the On-Line Encyclopedia of
Integer Sequences since 2002 [4]: A053597 is the run length starting at each index, A078515 its
record indices, A079889 the primes at those indices, and A079007 the smallest prime opening a
run of each length; the last extension of the record sequences dates from 2012. The problem page
lists A001223, A053597 and A078515 in its own OEIS box, and a thread comment of December
2025 remarks that A078515 “looks exponential”. The constant and the data had not been put
side by side.

What this paper does. It replaces the two decimals by certified enclosures (Theorems 1
and 2), decides the two posted decimals against them (Propositions 1 and 2), identifies and
measures the computation that produced the wrong one (Proposition 3), recomputes the record
data exactly to 5 x 10! and extends them (Theorem 3 and Proposition 4), and reports what the
data say about the conjecture under the two readings of the statement (Observation 1). It closes
with the failure taxonomy the episode belongs to, written for people who build evaluations on
mathematical ground truth.

Throughout, a quantity is certified when an interval [¢,u] with ¢ < truth < u has been
computed with every rounding directed outward and every truncated series carrying an explicit



remainder bound, or when a decision has been made in exact integer or rational arithmetic; a
certified enclosure is a theorem about the real number it brackets. Interval arithmetic is not the
contribution of this paper. The contribution is the grammar in which the results are stated —
a verdict (verified, verified as a rounding, refuted, undecided) with its witness, and refusal as a
result in its own right — together with a public record that re-derives every number quoted here
at every build and refuses to build when a record no longer supports a sentence [13]. Results of
other people are re-decided, not corrected by hand.

2 Statement of results

Theorem 1 (the rate constant). The equation Iy(c) = 1, with Iy as in (1), has exactly one root
co > 0. Let

¢ =1.3232282768639494690289693932974634613586, uw="{+10"1.
Then In(f) <1 < Ip(u), so l < co < u, and the first 61 decimals of ¢y are
co = 1.3232282768639494690289693932974634613586535126004759968489856 . . .
Theorem 2 (the singular-series constant). With Cy as in (2),
0.0752403861783092455893 < C, < 0.0752403861783095651674,

an enclosure of width 3.20 x 10716, in particular C, = 0.075240386178309. ..

Proposition 1 (the posted C is refuted). Let N/D = [[32,<400000 (1+(p—1)"?) in lowest or
any terms, a product over 33,859 odd primes. Then 5 (N — D) - 102 > 752403861778 D, that is,
3(N/D—1) > 0.0752403861778. Since every omitted factor exceeds 1, Cy > 0.0752403861781751,
which lies above the posted decimal 0.0752403861777 whether that decimal is read as a truncation
(truth in [0.0752403861777,0.0752403861778]) or as a rounding (truth within 5 x 10714 of it).
The posted value is wrong from its 12th decimal place, the 11th significant digit; 11 of its 13
decimal places are correct.

Proposition 2 (the posted ¢ is a rounding, not a truncation). The decimal 1.32322827686395
is the correct rounding of co to 14 places, but its digits are not the leading digits of cg: the
expansion continues 1.32322827686394 9469 ..., so a trailing ellipsis after 1.32322827686395 is
wrong by half a unit in the last place.

Proposition 3 (the mechanism, measured). In IEEE-754 binary64 arithmetic with round-to-
nearest [6], 1+ (p — 1) evaluates to exactly 1.0 if and only if (p — 1)3 > 253, that is p — 1 >
208,064 (here 253 is 9,007,199,254,740,992); the first such prime is 208,067. Evaluating %(H —1)
with double-precision factors over the odd primes to 2,000,000 gives 0.0752403861777419, which
rounds to the posted decimal 0.0752403861777 at 13 places; 130,293 of its 148,932 factors (87.5%)
are exactly 1.0, and the same sizteen-digit value is obtained with the loop bound at 4 x 10° and
at 1 x107. The discarded mass Zp>2087067(p— 1)=3 of the logarithm of the product, 9.07 x 10713,
predicts a deficit of 5.22 x 10713 in C,; the measured deficit of the naive value against the
enclosure is 5.68 x 10713,



Theorem 3 (a run of 31 distinct gaps). The prime p = 263,552,821,783 is followed by 31
consecutive prime gaps that are pairwise distinct, namely, in order, 76, 8, 34, 36, 26, 106, 38,
82, 18, 54, 50, 16, 62, 10, 14, 48, 42, 64, 6, 104, 24, 12, 66, 22, 30, 96, 2, 10, 74, 4, 32, spanning
the primes 263,552,821,783 to 268,552,823,109; the next gap is 4, which already occurs, so the
run has length exactly 31. Consequently h(x) > 31 for every x > 10,435,962,861, the indez of p.

Proposition 4 (decided by the exhaustive scan). An integer scan of all primes below 5 x 10!
finds 28 record indices (Table 3); the first 27 agree term for term with A078515 and A079889,
the opening primes by run length agree with A079007 at every published term, and A053597 is
reproduced at its 105 published terms. The index 10,435,962,861 of Theorem 8 is the smallest
opening a run of length 31, and no run of 32 or more pairwise-distinct consecutive gaps lies
among the primes below 5 x 1011, These two minimality statements rest on one implementation
and are not independently re-proved; the agreement with the published terms is their evidence.

Observation 1. Over z = 10%,...,10"", with 2 bounding the index n as the statement says,
h(z)/log x lies in [1.22,1.41] with mean 1.307, and the certified ¢ = 1.3232 lies inside 12 of the
22 closed plateau bands of h/logz, 7 bands lying wholly below it and 3 wholly above. With x
bounding the prime p,, instead, the ratio lies in [0.98,1.14] with mean 1.090, and is 1.1450 at
10!, This is a finite-range statement; see Section 4.4 for what it does and does not say.

3 The instrument

Directed-rounding big floats. A number is m - 2¢ with m an arbitrary-precision integer;
an interval is a pair of such numbers; every operation rounds the lower end toward —oo and
the upper end toward +oo at a chosen precision P, so containment is preserved by construction.
Integers and dyadic constants pass through exactly. The transcendental functions used (exp, log,
7w by Machin’s formula, Liz on the small disk) are truncated series with an explicit remainder
added to the interval. Doubles stop near fourteen digits and exact rationals cannot carry a
product of 1,857,858 factors (the numerator over the primes to 400,000 alone has 520,354 digits);
the directed dyadic layer is the missing middle, and it is itself checked against exact rationals on
random operands, with the rounding direction mutation-tested, before any constant is decided
[13].

The root (Theorem 1). On the bracket the dilogarithm argument 1 — e2¢ ~ —13 lies far
outside the unit disk, so (1) is evaluated through the inversion identity Lis(—xz) 4 Lia(—1/z) =
—712/6 — Llog?x for x > 0 [5, eq. (1.12)], with 2 = € — 1, which leaves Lis at —1/z ~ —0.076
where the defining series has a geometric tail bound:

Iy(c) = ¢+ c(logx — log2c) — Tlr—; — Hlog®x — 3 Lis(—1/2).

The root is bisected from [1.25,1.375] for 200 steps at 320 bits, each step a certified strict
inequality Io(m) < 1 or In(m) > 1, which leaves a bracket of width below 7.8 x 10752, Uniqueness
is elementary: differentiating (1) with Lio/(z) = —log(1 — 2)/z and 1 — z = €2¢ cancels every

term but

626

—1
5 0 (c>0), since €2 > 1 + 2c,
c

and Ip(c) — 0 as ¢ — 0F. The strict inequality e?® > 1 + 2c is certified on the bracket as well,
and the derivative identity — the one consumed calculus fact — is checked numerically in the

Ij(c) = log




battery against a centred difference. The detached certificate exports the coarser 40-decimal
window [¢,u]| of Theorem 1, and a Python standard-library verifier that shares no code with
the instrument re-evaluates Iy at both ends at 130 digits (correctly rounded exp and In, 7 by
Machin with the alternating-series remainder, Lis by its series with a geometric remainder) and
finds Ip(¢) — 1 < 0 and Iy(u) — 1 > 0 with margins 8.6 x 1074 and 7.4 x 10~4!, refusing any
margin below 107°° rather than deciding inside its own noise.

The product (Theorem 2). The partial product over the odd primes p < L = 30,000,000 is
accumulated in the directed layer at 192 bits, one exact rational factor (¢* +1)/¢3, ¢ = p — 1,
per prime. The tail is a certified multiplier: since p > L 4+ 1 gives p — 1 > L,

< gt 1
Z(p ng/L1t3:_1)2::S’

p>L

1<H(1+ ><e <1485+ 82
p>L

(the last step for S < %)7 at this L, S is 5.56 x 10716, The same engine is calibrated at every run
against a product with a known value, [],>; (1+ (p? —1)71) = 3¢(2) = 7?/8 (Euler’s product
[7]), whose enclosure must contain 72/8; a mutation control zeroes the tail bound and must
watch that containment fail. A tail that cannot be missed is not being checked.

Deciding a posted decimal. A decimal d with k places posted with a trailing ellipsis is a
claim under one of two conventions: truncation, truth in [d,d 4+ 107%], or rounding, truth in
[d— 3107%,d + 1107"]. Against an enclosure [¢,u], decided by exact rational comparison, the
verdict is VERIFIED if [/, u] lies inside the truncation window, VERIFIED AS A ROUNDING if it lies
inside the rounding window but not the truncation window, REFUTED if it is disjoint from the
union of both windows, and UNDECIDED otherwise. The grammar matters: Proposition 2 is a
verdict a digit comparison cannot express, and UNDECIDED is a result, not a failure.

The refutation in exact integers (Proposition 1). The posted C, is not refuted by trust-
ing the enclosure. The exact partial product N/D over the odd primes to 400,000 is a strict lower
bound of the infinite product, and one integer inequality, 5 (N — D) - 10'? > 752403861778 D,
places (N/D — 1) above the upper edge of both windows. The stdlib verifier re-derives N and
D by a balanced product tree and decides the inequality in 0.6 s; it also derives an exact upper
window from S and checks that the instrument’s enclosure lies inside it. Its 17 checks include 4
controls that must fire (a forged 7 must break the root window; the true 13-decimal truncation
of C, must not be refuted; a claim above the exact upper window must be refuted through the
upper path; a forged source hash must be rejected), and it prints the SHA-256 of the certificate
file it checked (4379194d0bd4...).

The kernel bridge. The same inequality is stated and proved in Lean 4 [11] with Mathlib
[12] (toolchain leanprover/lean4:v4.33.1): the odd primes to 400,000 are data in 240 chunk
modules; a ten-line trial-division primality test carries a machine-checked correctness theorem
against Nat . Prime; the kernel re-proves primality, strict ascent and oddness of every listed prime,
two rewriting theorems that the tree of chunk subproducts equals the product over the list, and



the inequality cstar_refuted by decide. The prime list needs no trust: an omitted prime only
weakens a lower bound, and a planted composite, a broken ascent or an inflated claim each fail
the build, which three forged variants demonstrate at every check. Outside the kernel remain
the one-paragraph monotonicity argument for a sub-product of factors exceeding one and the
transcription of the posted decimal.

The record scan (Theorem 3, Proposition 4). A segmented sieve streams the primes
below 5 x 10! into a two-pointer window: for each gap index j, the left end is the smallest start
such that the gaps in the window are pairwise distinct, advanced past the previous occurrence
whenever a gap value repeats; a record is the first index whose window exceeds every earlier
length. Only a last-seen table of 1,024 gap values is held, so memory is independent of the
limit; the run to 5 x 10! took 4,042 s. No floating-point number enters it. Two gates precede
any use of the output: a structural validation (indices, lengths and opening primes increasing,
length steps at most three, a plausibility ceiling) that needs no reference, and the term-for-term
comparison with the pinned OEIS bytes. The validation exists because a first deep run stored
gap indices in 32-bit integers, wrapped at the 23!st prime and produced a “record” of more than
ten million gaps beyond the last published term, where a prefix comparison would have passed
it; a reference check covers only the head of a deep run. Every record past the published terms
is re-proved by a program sharing no line with the scan — a deterministic Miller—Rabin test on
the twelve prime bases up to 37, which is deterministic far beyond this range [10], next-prime
by stepping, and a set for distinctness — which certifies the existence claim and is silent on
minimality; the last published term is re-proved the same way as a control.

4 Results

4.1 The two constants

Table 1 states the two verdicts. The posted ¢y survives as a rounding (Proposition 2): the
decision requires knowing the 14th decimal and the ones after it exactly, which the 61-place
enclosure does. The posted C, is refuted (Proposition 1); the exact partial product to 400,000
already gives C, > 0.0752403861781751, with no tail bound and no rounding, and the certified
enclosure lies 6.09 x 10~ above the posted decimal.

constant posted certified method verdict

co 1.32322827686395 ... 1.32322827686394946902... root of Ip =1, 200 verified as a
certified bisections rounding

C. 0.0752403861777...  0.075240386178309. .. product over 1,857,858 refuted at decimal

odd primes, tail proved 12

Table 1: The two constants of the thread’s conjecture, decided against certified enclosures. Both
posted decimals are transcribed from the pinned bytes of the thread, which are re-hashed at every
build.

4.2 The mechanism

The wrong digits are not near the truth by accident. Table 2 lists four computations over the
same odd primes to 2,000,000. The naive double product is the posted decimal to every place,



and it does not move with the loop bound (Proposition 3): the 18,639 primes below the threshold
are the whole computation, and any loop that runs further multiplies by 1.0. Two independent
float implementations of this product agree with each other and not with the truth, and a longer
loop reads as convergence. The discarded mass of the logarithm accounts for the deficit to within
8%; the remainder is the ordinary rounding of the kept factors.

The route a careful floating-point programmer would take, summing log(1 + a,) with loglp
so that no factor is lost to the addition of 1, does not repair it. A forward sum of the 148,932
terms absorbs every term smaller than half an ulp of the running sum (about 1.4 x 10717 for a
sum near 0.14): from p = 416,147 on, 113,846 terms (76.4%) add nothing, and the result lands
9.4 x 10~ below the certified enclosure — closer than the product, and still outside. The same
terms added with Kahan’s compensated summation [8, 9] land inside. The lesson is not that
doubles are inadequate; it is that a float result carries no statement of its own error, and only a
method that does — directed rounding, or exact arithmetic — can decide a thirteenth decimal.

computation over the odd primes to value against the enclosure
2,000,000

naive double product (87.5% of the 0.0752403861777419 the published decimal to
factors equal to 1.0) all its places; outside

forward double loglp sum (76.4% of the  0.0752403861782102 outside, by 9.4 x 10~ **
terms absorbed)

compensated loglp sum (Kahan) 0.0752403861783045 inside; a float, so
uncertified
certified enclosure, same loop bound [0.0752403861783044, the authority

0.0752403861783764]

Table 2: The mechanism, re-measured at every build. The certified enclosure at this loop bound
already refutes the posted decimal and verifies the 13-decimal truncation 0.0752403861783 of
the true value.

4.3 The record data

Table 3 lists every record index of the scan to 5 x 10 together with the plateau it opens: 28
distinct indices (31 records, since an index can set two lengths at once, as do 19,205 (lengths 14
and 15) and 1,311,699,253 (lengths 28 and 29), which is why A079007 repeats a prime at each).
The first 27 agree with A078515 and A079889 term for term, the opening primes by length agree
with A079007 at all 31 published terms n = 0,...,30, and the 105 published terms of A053597
are reproduced from the primes directly. Two independent witnesses, a sequence computed by
other people between 2002 and 2012 and a scan written from the statement, agree on the same
integers; that agreement is the one hard result of this section that does not depend on either.

The scan then passes the last published term. A079007 ends at a run of 30 gaps opening
at 196,948,778,371 (index 7,889,803,997); the next record is Theorem 3, a run of 31 opening at
263,552,821,783 (index 10,435,962,861), the largest gap in it being 106. Anyone can check the
theorem in a minute: the 31 numbers listed are the differences of the 31+1 consecutive primes
from 263,552,821,783 to 263,552,823,109, they are pairwise distinct, and the next difference, 4,
is among them. That the index is the smallest with this property is Proposition 4’s claim, and
the paper keeps the two apart: existence is re-proved by the independent verifier, minimality
rests on the scan.



h record index n opening prime p,, in OEIS plateau end h/logx at start at end co = 1.3232
2 1 2 yes — — — —

3 7 17  yes — — — —

4 23 83 yes — — —_

5 30 113 yes — — —_ —

6 94 491 yes — — — —

7 219 1,367 yes 285 1.2924 1.2384 below co
8 279 1,801 yes 780 1.4144 1.2013 inside

9 773 5,869 yes 1,864 1.3512 1.1951 inside
10 1,856 15,919 yes 3,733 1.3278 1.2158 inside
11 3,724 34,883 yes 7,009 1.3373 1.2422 inside
12 6,999 70,639 yes 7,011 1.3552 1.3551 above co
13 7,000 70,657 yes 19,218 1.4680 1.3180 inside
15 19,205 214,867 yes 184,177 1.5207 1.2373 inside
16 184,163 2,515,871 yes 280,118 1.3197 1.2756 below cg
17 280,103 3,952,733 yes 849,892 1.3553 1.2452 inside
18 849,876 13,010,143 yes 1,870,739 1.3184 1.2464 below co
19 1,870,722 30,220,163 yes 3,570,779 1.3156 1.2593 below co
20 3,570,761 60,155,567 yes 4,114,360 1.3255 1.3132 inside
21 4,114,341 69,931,991 yes 11,271,092 1.3789 1.2933 inside
22 11,271,072 203,674,907 yes 55,282,795 1.3549 1.2340 inside
23 55,282,774 1,092,101,119 yes 68,256,062 1.2901 1.2750 below co
24 68,256,040 1,363,592,621 yes 68,256,064 1.3305 1.3305 above cq
25 68,256,041 1,363,592,677 yes 104,011,383 1.3859 1.3543 above co
26 104,011,359 2,124,140,323 yes 1,009,322,516 1.4084 1.2541 inside
27  1,009,322,491 23,024,158,649 yes 1,311,699,280 1.3023 1.2860 below co
29  1,311,699,253 30,282,104,173 yes 7,889,804,025 1.3813 1.2726 inside
30 7,889,803,997 196,948,778,371 yes 10,435,962,890 1.3164 1.3005 below co
31 10,435,962,861 263,552,821,783 new open 1.3438 — open

Table 3: Every record of the exhaustive scan to 5 x 10!!: the smallest index n at which h consec-
utive prime gaps are pairwise distinct, the prime there, whether the pair is in A078515/A079889
(the first 27 are; the opening primes by length are A079007), and the plateau of h it opens under
the index reading, from index n 4+ h — 1 to the given end, with the band of h/logz it occupies
and where ¢g falls. Bands are reported from h = 7, below which log x is a poor guide; the last
plateau is open at the edge of the scan. The lengths 14 and 28 are absent because the indices
19,205 (lengths 14 and 15) and 1,311,699,253 (lengths 28 and 29) set two records at once. The
last row is Theorem 3.

4.4 The conjecture against the data, and the two readings

The statement bounds the indez: “for some n < z”. It is easy to read x as a bound on the size
of the primes instead, and at finite range the two readings give different numbers. Table 4 and
Figure 1(a) give h(z) and h(z)/logz at the decades 10* to 10'! under both: under the index
reading, h(x) is the longest run that has closed by index z, and under the prime reading the
longest run opening at a prime at most x (the opening prime is used, which can only favour
this reading). Under the index reading the ratio stays in [1.22,1.41] and the predicted ¢glogx
is within one unit of h(z) at six of the 8 decades; under the prime reading it stays in [0.98,1.14]
and shows no approach to ¢y over the range reached.

Sampling at decades has a bias the figure removes. h is a step function whose records are its
jumps, so quoting h/logx at the records reads only the tops of the steps. Between one record
closing and the next, h is constant while logz grows, and the ratio falls from a high at the
start of the plateau to a low at its end; each closed plateau is therefore reported as the band
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Figure 1: (a) h(x)/logx by decade under the two readings of the statement, with the certified ¢
as a dotted reference: a prediction, drawn differently from the measurements. (b) Each closed
plateau of h as the band of h/logz it occupies, from its start (right end) to its end (left end);
the dotted line is ¢yp. Drawn from certs/erdos852-h-records. json through the module the
report page uses.

it occupies (Table 3, Figure 1(b)), and the honest question is whether ¢y lies inside the band.
It does in 12 of 22 closed plateaus from h = 7 on; of the misses, 7 bands lie wholly below ¢
and 3 wholly above, 2 of the latter being plateaus of only 2 indices. The misses are shown, not
smoothed.

What the comparison says must be stated with the same care as the verdicts. First, the
two readings agree asymptotically: logp, = logn + loglogn + O(1), so a ratio that tends to ¢
under one reading tends to ¢y under the other, and the data cannot distinguish the two limits.
What they distinguish is finite-range behaviour: at the last record the factor logn/logp, is
0.877, and it tends to 1 only like 1 — loglogp,/logp,, which is 0.124 there and decays as
slowly as anything in analytic number theory. Second, the agreement under the index reading
is consistency, not confirmation: eight decades and twenty-two plateaus are evidence about a
conjecture that the problem page rightly says no finite computation can settle, and a second-
order term of either sign could move the finite-range ratio by the amounts seen. What can
be said is this: under the reading the statement gives, the ratio is already flat at the certified
constant across everything computed, and under the other reading it is not; and Erd6s’s own
question, whether h(x) = o(log ), is answered by these data in the direction of “no” as far as
they reach, with the ratio neither decaying nor drifting. The thread’s conjecture is recorded in
the repository’s formal statement of the problem in Lean (which formalises the index reading
and states the boundedness of the run-length set as the named side-condition it is, since the
supremum of an unbounded set is junk in Mathlib) precisely because it is incompatible with a

“ b

yes”.



x h(z), index reading h/logax h(x), prime reading h/logx c¢ologz

104 13 1.4115 9  0.9772 12.19
10° 15 1.3029 13 1.1292 15.23
106 18 1.3029 15  1.0857 18.28
107 21 1.3029 17 1.0547  21.33
108 25  1.3572 21 1.1400  24.37
10° 26 1.2546 22 1.0616  27.42
1010 30  1.3029 26 1.1292 30.47
1011 31 1.2239 29  1.1450  33.52

Table 4: The same exact record data under the two readings of “for some n < z”. The last
column is the thread’s prediction, ¢ log x with the certified cg.

5 A taxonomy of failure, for people who grade mathematics

The C, episode is the type specimen of a failure class, and the repository’s records now hold
three distinct classes, each decided, each with the detector that decides it. They are worth
naming because the usual defences — rerun it, cross-check the digits, add compute — decide
none of them.

1. The artifact posted as truth. The computation is silently wrong and its output is stable:
every naive rerun reproduces the same digits, two independent float implementations agree
with each other, and raising the loop bound changes nothing (Proposition 3). The posted
value is the bug, printed, with 13 decimals of confidence when 11 were real. What decides
it is an exact arbiter the value provably lies outside.

2. The true computation under a false printed claim. The numerics were right; the posted
identity is not what they computed. The repository’s specimen is a row of a Ramanujan
Machine results sheet whose own polynomials converge to 2/(2¢(5) — 2¢(3) + 1) while the
printed formula carries —1, a sign slip, with the printed convergent contradicting the row’s
own recurrence [14]. There is no second number to check digits against; what decides it
is deciding the printed identity against a certified enclosure of the object the row defines,
and then certifying the corrected identity on the same enclosure, so that the mechanism
is proved rather than guessed.

3. The coincidence that survives every screen. Nothing was computed wrongly; the world
contains near-misses deeper than any float. The repository’s specimen is a published OEIS
constant that agrees with 1/5 to more significant digits than any decimal screen ever used
to announce a discovery has asked for, and is not 1/5 [15]. Probability arguments certify
confidence, not truth; what decides it is an exact refutation at the full published precision,
the only test with a zero false-accept rate.

What the three share: the failure is invisible from inside floating point, stable under repeti-
tion, and dressed as precision. For anyone building evaluations or verifiable-reward environments
on mathematical ground truth, three consequences follow. Digit-matching ground truth inherits
the failure class of whatever computed it: if a reference value came from a float pipeline, class 1
lives inside the answer key, and a model that reproduces the artifact grades as correct — the
reference must carry its own certificate, not just its digits. Human graders cannot decide this
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class either; no reviewer evaluates a product of 1,857,858 factors by eye, and the C decimal sat
on a public thread from 24 April 2026 until the correction of 26 August 2026 [3]. And a verifier
is trustworthy only if it can be shown failing: every instrument here ships controls that must
fire (4 in the battery of 22 checks, 4 in the stdlib verifier, three forged variants rejected by the
Lean kernel) and calibrations against known answers that must pass before any novel claim is
decided. An answer key that has never rejected a plausible forgery has an unknown false-accept
rate.

6 What is not claimed

Nothing asymptotic is proved. The problem page states that 852 cannot be resolved by a
finite computation, and this paper agrees: Observation 1 is consistency over a finite range, and
Section 4.4 says why a finite range cannot separate the two readings’ limits. The minimality
statements of Proposition 4 rest on one exhaustive scan and are not independently re-proved;
the existence statement of Theorem 3 is. The correction of C, concerns the numerical value only:
it does not touch the structure of the thread’s conditional argument, and since % + C changes
in its 12th decimal the qualitative conclusion Ip(c) + J(c) < 1 for small ¢ > 0 is unaffected;
the thread’s sieve bounds are quoted as recorded and were not re-derived here. The mechanism
identifies a computation, not an author: it says what arithmetic produced the posted digits, not
who ran it or what tool proposed it, and the posted ¢y is correct to the places it was given. The
repository’s stack and this paper share an author, which is why the refutation is also carried by
a stdlib verifier and by a kernel that is not ours; the enclosures of Theorems 1 and 2 beyond
the refutation inequality rest on the directed-rounding layer and its battery, and an outside
re-derivation of them at the stated widths is invited.

Reproduction

Every constant in this paper is interpolated from a certificate record in the cert-machine
repository, so the document cannot quote a number the machine did not certify. The
detached certificate, certs/erdos852-certificate.json, was exported by tools/
export-erdos852-certificate. js at commit 1d2b452; the command

python3 tools/verify_erdos852.py certs/erdos852-certificate.json --sources
corpus/sources

re-decides both constants in 0.6 s with the standard library only. The instrument is
instruments/erdos852/ over instruments/bigfloat/, with families/erdos852-constants.
js as the four objects; its battery (instruments/erdos852/battery. js, run with node) has 22
checks. The kernel bridge is lean/erdos852/; bash lean/erdos852/check.sh builds it and
must see the three forgeries rejected. The record scan is instruments/erdos852h/h.js (node
instruments/erdos852h/h.js 5ell reproduces certs/erdos852-h-records. json in about
67 minutes), its analysis analyse. js, and

node instruments/erdos852h/verify-record.js 263552821783 31

re-proves Theorem 3. Sources are pinned by SHA-256 in corpus/sources/PINS.json:
the problem page and thread fetched on 25 August 2026, the thread snapshot of 27
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August 2026 showing the correction, and the four OEIS entries. The macros of this doc-
ument are written by node tools/paper-numbers/erdos852.js, which re-hashes every
pin, re-runs the naive product, the exact-integer refutation, the battery and the verifier,
re-proves the record, and refuses when a record no longer says what a sentence needs;
the figure is drawn by tools/paper-numbers/erdos852-fig.py from the data that script
derives.  The report pages are https://carlostoledo.co/reports/erdos852.html and
https://carlostoledo.co/reports/erdos852-h.html; repository commit eece01c1497a.
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